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1 Introduction

DNA viruses are important infectious agents mediating a large number of human diseases especially
cancer. For example, HPV is responsible for more than 50% of all anal, cervical, vaginal, vulvar, and
penile cancers [3]. In particular, HPV-16 and HPV-18 are the primary mediators of the pathogenicity
of cervical, head, and neck cancers[8, 16]. Oropharynx cancer (OPC), often driven by HPV-16[5]
is now the second-fastest growing cause of cancer death and the third-fastest growing in frequency
among solid organ cancers in the U.S.[2]. As with many such lethal viruses, early detection and
treatment of HPV is paramount to reducing the onset of cancer. Thus, in this work, we aim to perform
highly sensitive and specific detection of HPV in human genome sequencing data.

We note that although there are hundreds of HPV strains, not all are pathogenic. Identification of
pathogenic strains requires highly efficient tools for discovery of HPV sequences in human tumor
genome sequencing data. This problem is exceedingly complicated by the the following 2 facts. (1)
HPV evolves at alarming rates with more than 300 new strains emerging just in the last 2 years[1].
(2) HPV strains are typically 7, 000− 8, 000 base pairs long, making them significantly smaller than
the 3 billion base pair human genome[1]. These unique attributes of HPV make it very difficult for
standard discriminative tools to detect HPV in sequencing data.

We believe that deep generative models can mimic the rapid evolution of HPV by modeling a distri-
bution of the current species and sampling from it as a proxy for newly evolved strains. Conversely,
discriminative models focus primarily on reducing the decision boundary error and do not model the
distribution of the species as a whole[4]. Therefore, they are limited in their ability to discriminate
against new HPV strains with a large genomic distance from the strains used to train the discriminator.

Related Work. Many pipelines aim to identify viral sequences from Illumina NGS data (Verse[21]),
VirusFinder[20], ViralFusionSeq[15], and Virus-Clip[10]. These pipelines vary in the methodologies
used to infer viral integration from sequence data (single versus paired-end reads). However, inference
of viral integration sites remains a challenge because of the hypervariable viral strains and common
shared repeat regions between human and viral genomes resulting in frequent false positives.

The current deep learning gold standard for HPV detection, DeepVirFinder[18], uses a discriminative
classifier to classify human and viral sequences. DeepVirFinder makes two key assumptions which
are not representative of real world data: (1) there exists only human and viral genomes in human
tumor genome data and (2) viral genomes during training time are similar to viral genomes during
testing time.

The first assumption is not suited for real-world datasets as human tumor genome data also contains
bacterial and fungal sequences. Similarly, the second assumption is also false on natural test sets as
viral genomes rapidly evolve with time resulting in vastly different testing and training sequences.
Due to these assumptions by DeepVirFinder, it is ineffective and has not been widely adopted.

The current non-deep learning gold standard for HPV detection, ViFi [17], achieves > 90% precision
and recall on real-world human genome sequencing experiments. ViFi employs a two-stage identifica-



tion process. First, it applies a Burrows-Wheeler Aligner[14] to perform keyword matching filtering.
It then builds an ensemble of Hidden Markov Models (HMMs) in correlation with the realignment
of the filtered reads to the viral genome, mimicking the evolution of HPV. We refer the reader to
[17] for further details of the implementation. ViFi requires substantial biological information to
build the HMM ensemble and needs to be retrained as new HPV strains are recorded in the database.
Moreover, due to the complex structure of the algorithm it cannot be easily extended to detect new
viruses. Consequently, this tool has not been widely adopted either.

Contributions. In this work, we build a variational autoencoder (VAE) to perform out-of-
distribution detection of HPV sequences in human tumour genome sequencing data. Unlike Deep-
VirFinder, we will employ an open-set paradigm to ensure our model can handle unknown sequences.
Secondly, we will focus on identifying fingerprint sequences that are common and unique to the
entire HPV species. We expect these sequences to be highly conserved in current and future HPV
strains, eliminating the need to retrain the model in the future (as required by ViFi).

Our contributions are as follows:

1. We present a VAE to perform out-of-distribution detection of HPV in real world sequencing
experiments.

2. We integrated a bioinformatics tool called Kraken in our pipeline to build an integrated tool
which outperforms the current deep learning SOTA results by DeepVirFinder.

3. We present a framework to train a model to perform out-of-distribution detection of other
viruses, not just HPV.

2 Methods

We use a variational autoencoder (VAE)[6, 13] to detect HPV sequences. We train our VAE on HPV
sequences and test on HPV and non-HPV sequences from real-world human tumour genome data.
We test on not only HPV but also non-HPV sequences because real world datasets contain reads from
rapidly evolving viral, bacterial, fungal, and human genomes. But it is nearly impossible to create a
fully inclusive training set that is representative of any future tumor genome dataset. Therefore, we
created a model that performs open-set recognition.

Our novelty of architecture lies in our use of temporal convolution in the encoder and temporal
deconvolution in the decoder (see figure 2). Every species has certain unique sequences, which we
refer to as fingerprint sequences, which are highly conserved in all strains of that species. We treat
our temporal convolution’s filters as analogous to fingerprint sequences of HPV. These filters would
fire more often for HPV sequences and seldom for any non-HPV sequence.

This translates to generating low negative evidence lower bound(nelbo) scores for HPV sequences and
high nelbo scores for non-HPV sequences. We fine-tune a viral threshold, v, to maximize precision
and recall where sequences with nelbo scores ≤ v are classified as HPV and sequences with nelbo
scores > v as non-HPV.

Formal Definition We convert the input read of length 150 to a one-hot vector sequence of
dimensions 150× 4. Since there are only 4 possible base pairs for each position in the read: adenine
(A), thymine (T), guanine (G), and cytosine (C), there is no sparsity issue in this configuration.
Therefore, we did not tokenize and learn a more compressed embedding. We represent each base
pair using a one-hot vector, alphabetically. For example, adenine (A) is [1, 0, 0, 0] and thymine (T) is
[0, 0, 0, 1].

The reconstructed output shares the same dimension as the input sequence and represents the
likelihood of the 4 possible base pairs for each position in the sequence. Given the one-hot vector
sequence as input, x = (x1, · · · , x150), our VAE model learns to minimize the nelbo:

−L(x, θ, φ) = −Eq[logp(x|z; θ] +KL(q(z|x;φ) ‖ p(z)) (1)

where z represents latent variables. We define the reconstruction loss and the Kullback-Leibler diver-
gence (between the inference q(z|x;φ) and the prior p(z)) as Eq[logp(x|z; θ] and KL(q(z|x;φ) ‖
p(z)), respectively. Lastly, we define the parameters to learn as θ and φ.
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Figure 1: HPV detection pipeline. (a) During inference, we feed HPV and non-HPV (human,
fungal, and bacterial) sequences from real human tumour genome data. (b) We calculate the nelbo of
each reconstruction and classify the corresponding input as HPV if its nelbo is lower than the viral
threshold.

3 Experimental Results

Dataset. Our training set contains approximately 169,000 reads sampled with 10x coverage from
337 HPV strains (discovered prior to 2018) [11]. Our test set contains 100,000 human reads, 5250
contaminant (bacterial and fungal) reads and 242 viral reads sampled from HPV strains (discovered
2018-2020), [11]. The test set accurately represents the ratio of viral to human to contaminant reads
in real-world large-scale sequencing experiments of human subjects[7]. We note that the extreme
class imbalance of the dataset significantly exacerbates the problem.

Evaluation. We use ROC curves and area under the curve (AUC) as our primary metrics of
evaluation on the test set. For each read, we are only concerned with identifying whether that read
originated from a HPV genome. Thus, if a read was sequenced from a HPV genome and our model
predicts it as such, then we consider this a true positive.

3.1 Baseline Details

ViFi is a bioinformatics tool which requires retraining as new strains are discovered. Moreover, ViFi
is specific to HPV detection and cannot be easily extended for detection of other viruses. Lastly,
it takes 50+ hours to perform inference even on small datasets. Therefore, we primarily compare
against DeepVirFinder, the deep learning SOTA model.

Training Procedure. We used the ADAM[12] optimizer with a learning rate of 0.0005. We trained
all our models for 500 epochs using a patience criteria of 15 epochs on the total loss to ensure
our models converged. We used a batch size of 512 sequences. We modified the loss function in
accordance with the various architectures we tested.

Convolutional Vanilla VAE. Our convolutional vanilla VAE’s encoder consists of a temporal
convolutional layer that convolves along the sequence dimension. The temporal convolution is fed to
a fully connected (FC) layer followed by a sampling layer. We experimented with {256, 512, 1024}
filters and hidden units in the convolutional and FC layers, respectively. We tested filter sizes of
{6, 10, 15} in our temporal convolution in the encoder. We also experimented with z = {16, 32}.
We found that z = 16 and 512 filters of size 6 resulted in the highest AUC. All layers in the encoder
use the rectified linear unit activation (ReLU).

The decoder mirrors the encoder. The latent dimensions are fed to a FC layer with the same number
of hidden units as the encoder’s FC layer and uses ReLU. The FC layer is then fed to a transpose
convolution. The final layer is a convolutional layer with a single filter to reduce depth to 1 to produce
the final reconstructed input.

β-VAE. We used the same architecture in our β-VAE as in our Convolutional Vanilla VAE. Entan-
gled representations have the tendency to result in sharper reconstructions. β-VAE provides a tool to
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Figure 2: Convolutional VAE Architecture

tune the entanglement level[9]. We used this method to get sharper reconstruction in order to further
decrease the reconstruction loss during training and enlarge the gap of nelbo between viral reads and
non-viral reads during testing.

Our β-VAE introduces β = {0.01, 0.1} in minimizing nelbo:

−L(x, θ, φ, β) = −Eq[logp(x|z; θ] + βKL(q(z|x;φ) ‖ p(z)) (2)

3.2 Baseline Results

In figure 3, we show the ROC curves and AUC of our vanilla-VAE, β-VAE, and DeepVirFinder. Our
convolutional vanilla-vae outperforms DeepVirFinder by a significant margin. Due to DeepVirFinder’s
lack of consideration for test classes not present in the training set, it accumulates a lot more false
positives.

Our β-VAE however, performs worse than the random ROC line denoted by the dashed line in figure
3. The bad performance can be attributed to the overfitting problem caused by the entanglement.
Such phenomenon can also result from the fact, due to time constraints, we did not optimize the
hyperparameters or the architecture. We used the same architecture and hyperparameters in our
β-VAE as in our vanilla-VAE.

Although our convolutional vanilla VAE beats other methods, there were still a large number of false
positives. We found that 92.2% (33215) of the false positives were human reads and 7.8% (2817) of
the false positives were contaminant reads. Moreover, only 164 of the 242 reads were identified as
true positives.
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Figure 3: VAE comparison with DeepVirFinder. (a) ROC curve for vanilla-VAE, β-VAE, and
DeepVirFinder. The dashed line denotes a random ROC. (b) AUC results for vanilla-VAE, β-VAE,
and DeepVirFinder.

In figure 4, we present reconstructions of a real oncogenic HPV read. Although the sequence and
reconstruction are not human-readable, we note that the edit distance between the two strings is 63.
Moreover, we draw the reader’s attention to the frequent repeat regions present in the original read.
For example, there are consecutive regions of “TT”, “AA”, ‘ATA’ etc and seldom any ‘C.’ Many of
these patterns have also been conserved in the reconstruction, indicating that the network has learned
important characteristics of the HPV read.

Figure 4: Qualitative results. (a) HPV input read. (b) Reconstruction of the HPV read.

3.3 Kraken + VAE

Since false positives were predominantly caused by human reads, we appended Kraken as a pre-
filtering step. Kraken[22] is an extremely fast read classification tool, based on matching keywords
on the query to the index built on reference sequences. Given reference sequences and taxonomy
information, an index is created allowing rapid querying for a given read. Kraken is particularly
powerful in classifying human reads. We present our modified model in figure 5.
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Figure 5: Kraken + VAE model for HPV detection.

We filtered the test sequences using Kraken which filtered 99994 human reads, drastically decreasing
the number of false positives. Our VAE model was able to filter out the remaining 6 human reads,
lowering the total number of human false positives to 0. Thus, after applying Kraken filtering, the
AUC of the vanilla-VAE is 0.98 (see figure 6).

Although our AUC is very close to 1, we note that these results can give the false sense that the tool
is ready to be deployed. We still have have more than 2500 false positives due to bacterial and fungal
reads which need to be resolved. We discuss this point further in our future works section.

Figure 6: VAE comparison with DeepVirFinder. (a) ROC curve of Kraken+VAE, VAE, and
DeepVirFinder. The dashed line denotes a random ROC. (b) AUC results for Kraken+VAE, VAE,
and DeepVirFinder.

4 Discussion

In this project, we recognized that it is important to incorporate deep learning and bioinformatics
domain knowledge. For example, there exist tools such as Kraken which perform very accurate human
sequence detection. By applying Kraken as a pre-filtering set we were able to greatly ameliorate the
problem difficulty by reducing human false positives.

Secondly, we built a VAE architecture inspired by biology domain knowledge. Fingerprint sequences
are key in identifying a particular organism as belonging to a particular species. Accordingly, we
designed a VAE using temporal convolutions to directly find these fingerprint sequences.

Conventional biological wisdom notes that fingerprint sequences should be ideally 20 base pairs or
longer; however, in our model, we found that filter sizes of 6 (AUC = 0.73) performed much better
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than filter sizes of 10 or 15 (AUC < .70). We suspect that this could be a artifact of our training,
but it could also be an indication of a greater finding. The use of filters in our architecture is key in
translating our diagnostic tool to treatment purposes. For example. if our model identifies key finger
print sequences, these sequences can be handed to clinicians who can then target those sequences
using antibodies.

Lastly, our model can be easily extended to perform detection of other viruses. One would simply
need to retrain our VAE on viral strains of a particular viral species. Then using our Kraken + VAE
model, one would be able to perform detection of the viral species of interest in human genome
sequencing experiments.

Future work. Although our tool produces great results, it is still not sufficient to be deployed in
the real world. More than 2500 contaminant reads out of 5250 were still misclassified. We will first
perform more fine grain analysis of the contaminant false positives to determine whether the false
positives are more often caused by fungi, bacteria, or some other organism.

We expect that it is easier to separate viral and eukaryotic genomes such as that of humans than to
separate viral from prokaryotic genomes such as bacteria. Based on our more detailed examination of
the false positives, we will focus our experiments on increasing the distance of the nelbo scores of
contaminant and HPV sequences.

We will begin by completing the β-VAE experiments for disentanglement. We will also experiment
with other forms of auto-encoders such as Wasserstein Auto-Encoders [19]. Lastly, we will stress test
our model by retraining it detect other viruses such as COVID-19.

5 Conclusion

In this work, we built a variational autoencoder (VAE) to perform out-of-distribution detection of
HPV sequences in human tumour genome sequencing data. We employed an open-set paradigm to
ensure our model can handle unknown sequences. Secondly, we identified fingerprint sequences of
HPV, eliminating the need to retrain the model in the future. All code for this project can be found
here: https://github.com/UCRajkumar/viral.

Our contribution are as follows:

1. We present a VAE to perform out-of-distribution detection of HPV in real world sequencing
experiments.

2. We integrated a bioinformatics tool called Kraken in our pipeline to build an integrated tool
which outperforms the current deep learning SOTA results by DeepVirFinder.

3. We present a framework to train a model to perform out-of-distribution detection of other
viruses, not just HPV.
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